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Abstract
The imminent availability of an effectively unlimited number of on-chip transistors is usher-
ing in a new era of microarchitectural innovation. Future processor implementation trade-
offs will continue to be governed by cycle-time demands, which will now be dominated by
interconnect latency rather than gate delays, as well as maximization of instruction through-
put, but with decreasing regard for transistor count or chip area consumed. This paper intro-
duces the Superflow microarchitecture paradigm, which employs a broad spectrum of
speculative microarchitectural techniques designed to increase instruction throughput while
alleviating the detrimental effects of increasing interconnect latencies and deeper instruction
execution pipelines. These techniques are based on the weak dependence model, which
relaxes the serialization constraints induced by the detection and enforcement of true data
dependences by allowing them to be temporarily and speculatively violated to expose addi-
tional instruction-level parallelism. Quantitative evaluation of the Superflow paradigm indi-
cates potential IPC of 9.0 and 15.2 and realizable IPC of 6.7 and 9.0 for the SPEC95 integer
and floating point programs, respectively, without recompilation or changes to the instruction
set architecture.
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SUPERFLOW: A Promising Microarchitecture Paradigm
for A.D. 2000+

1.0 Introduction

In its brief life time of 25 years, the microprocessor has achieved a total performance growth of about

9,000X due to both technology improvements andmicroarchitecture innovations. As can be seen in Table 1-1 both

transistor count and clock frequency have increased by an order of magnitude in each of the decades of the 1970’s

and 1980’s. During the 1980’s IPC (sustained number of instructions per cycle) also increased by almost an order of

magnitude. So far in the 1990’s both transistor count and clock frequency have already achieved another order of

magnitude increase. However, IPC improvement is struggling and may not even reach a 3X increase by the end of

this decade. While the contribution to performance by technology improvements seems to be accelerating, the contri-

bution from microarchitecture innovations seems to be diminishing. Most technologists foresee the continuation of

Moore’s law for at least another 10 years. On the other hand current microarchitectural techniques for increasing IPC

appear to be hitting a wall. A new microarchitecture approach that can scale well with anticipated technology

improvements beyond A.D. 2000 is desperately needed. It is the aim of this paper to propose a new microarchitecture

approach that shows promise in achieving a significant boost to IPC for the coming decade.

Table 1-1: Evolution of Microprocessors

The current top-of-the-line superscalar specimen is a 4-wide machine with many pipelined functional units

that perform out-of-order execution of instructions, including weak ordering of memory accesses. Register renaming

is routinely used to eliminate false dependences and a large reorder buffer is used to manage the many instructions

that are simultaneously in flight and to ensure precise handling of exceptions. Typically, aggressive branch prediction

mechanisms are used to keep the machine supplied with instructions, and caches with non-blocking and prefetching

features are used to help reduce the impact of cache miss penalties. Larger and multi-level caches are also employed

on chip to minimize off-chip memory accesses. With such elaborate microarchitectures, the bottom line is that a

machine efficiency of less than 50% is being achieved. Out of the potential peak of 4 IPC, only about 1.0-1.5 sus-

tained IPC are being achieved. Worse yet, most studies indicate that as we extrapolate to wider machines, the

machine efficiency drops even lower. A recent study indicates that while a hypothetical 2-wide R10000-like machine

achieves IPC in the range of 0.65-1.40 for their chosen set of benchmarks, a similar hypothetical 6-wide machine will

only improve IPC to the range of 1.2-2.3 [ONH+96]. Such experimental data imply that the current microarchitecture

paradigm is running into rapidly diminishing returns, and is not equipped and will be ineffective for wider and/or

more deeply pipelined superscalar machines.

It is clear that the anticipated technology can support the implementation of much wider and deeper

machines. The key question is how to harvest additional IPC proportional to the increase of machine resources. It is

abundantly clear that continuing incremental improvements on the current set of techniques is not going to get us

there. A radically new approach for microarchitecture is needed: one that is capable of reversing the current trend of

rapidly diminishing returns on IPC by yielding much higher rate of returns on IPC relative to the increase of machine

1970-1979 1980-1989 1990-1999 2000+

Transistor Count 10K-100K 100K-1M 1M-30M 100M

Clock Frequency 0.2-2MHz 2-20MHz 20-500MHz 1GHz

Instruction/cycle <<  0.1 0.1-0.9 0.9- 2.5 10 (?)

MIPS/MFLOPS << 1 1-20 20-1,000 10,000



Page 2 of 15

February 5, 1997. Submitted to Computer. Do not distribute.

resources.

2.0 The Superflow Paradigm

This paper proposes a new microarchitecture paradigm we callSuperflow that has the potential of sustaining

close to 10 IPC for non-numerical programs without requiring any advanced compilation support. Superflow aggres-

sively continues thestatistical approach which emerged during the 1980’s in designing machines by focusing on

optimizing for the statistical common cases instead of the less likely worst case, and generalizes the current control

speculation in the form of branch prediction to include data speculation in the form of value prediction [LS96]. With

this generalization, both the control and data flow constraints of a program can be circumvented via aggressive spec-

ulation.

In order to place our work in the proper context, we state our assumptions. First, our focus is on uniproces-

sors that execute traditional sequential programs from a single instruction stream. We view other multiple instruction

stream approaches, e.g. simultaneous multithreading (SMT) or symmetric multiprocessors (SMP), as orthogonal and

not mutually competitive to our approach. Second, we believe that code compatibility will continue to be a significant

issue in the next decade. Hence, we assume that the new microarchitecture must be able to execute legacy code and

that the machine cannot assume nor require recompilation and radical code transformations. This assumption is in no

way a derision of static compile-time techniques to increasing machine performance. Finally, our interest is in proces-

sors for general-purpose computing. Our microarchitecture approach is not tailored to nor dictated by any particular

application domain, e.g. signal/graphics/video processing. We see specialized VLIW-type machines for multimedia

applications as complementary to Superflow machines.

This paper constitutes an introduction and overview of the Superflow paradigm and its associated tech-

niques. Only preliminary and summary data for the key techniques are presented. Detailed and extensive studies of

specific techniques will be presented in future publications. Section 2.1 and Section 2.2 present the two foundational

pillars of the Superflow paradigm, namely theweak dependence model for program execution, andpipeline contrac-

tion, a generalized framework for speculation. An overview of the Superflow paradigm is presented in Section 2.3,

while specific microarchitectural techniques are presented and evaluated in Section 3, Section 4, and Section 5. Simi-

lar to [Joh91], we partition them into instruction flow techniques, register data flow techniques and memory data flow

techniques. This partition corresponds roughly to the processing of the three major instruction types: branch, ALU

and load/store instructions. Section 6 briefly compares Superflow with other possible paradigms, and Section 7

describes the current status of the project and outlines our future directions.

2.1 The Weak Dependence Model
The implied inter-instruction precedences of a sequential program are an overspecification and need not be

rigorously enforced to meet the requirements of the sequential execution model. The actual program semantics and

inter-instruction dependences are specified by the control-flow graph (CFG) and the data-flow graph (DFG). As long

as the serialization constraints imposed by the CFG and the DFG are not violated, the execution of instructions can be

overlapped and reordered (e.g. via out of order execution) to achieve better performance by avoiding the enforcement

of implied but unnecessary precedences. However, true inter-instruction dependences must still be enforced. To date,

all machines enforce such dependences in a rigorous fashion that involves the following two requirements:

• Dependences are determined in an absolute and exact way, i.e. two instructions are identified as either

dependent or independent, and when in doubt dependences are pessimistically assumed to exist.

• Dependences are enforced throughout instruction execution, i.e. the dependences are never allowed to

be violated, and are enforced continuously while the instructions are in flight.

We classify such a traditional and conservative approach as adhering to thestrong dependence model for
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program execution. We believe that the traditional strong dependence model is overly rigorous and unnecessarily

restricts available parallelism. In the Superflow paradigm we propose theweak dependence model, which specifies

that:

• Dependences need not be determined exactly or assumed pessimistically, but can instead be optimisti-

cally approximated or even temporarily ignored.

• Dependences can be temporarily violated during instruction execution as long as recovery can be per-

formed prior to affecting the permanent machine state.

The advantage of adopting the weak dependence model is that the program semantics as specified by the

CFG and DFG need not be completely determined before the machine can process instructions. Furthermore, the

machine can now speculate aggressively and temporarily violate the dependences as long as corrective measures are

in place to recover from misspeculation. If a significant percentage of the speculations are correct, the machine can

effectively exceed the performance limit imposed by the traditional strong dependence model.

Conceptually speaking, a Superflow machine has two interacting engines. The front-end engine assumes the

weak dependence model and is highly speculative. It tries to make predictions about instructions in order to aggres-

sively process instructions. When the predictions are correct, these speculative instructions will effectively have

skipped over or “folded out" certain pipeline stages. The back-end engine still uses the strong dependence model to

validate the speculations, to recover from misspeculation, and to provide history and guidance information to the

speculative engine. In combining these two interacting engines, an unprecedented level of instruction level parallel-

ism can be harvested without violating the program semantics. The edges in the DFG that represent inter-instruction

dependences are now only enforced in the critical path when misspeculations occur. Essentially, these dependence

edges have become probabilistic and the serialization penalties incurred due to enforcing these dependences are elim-

inated or masked whenever correct speculations occur. Hence, the traditionaldata-flow limit based on the length of

the critical path in the DFG is no longer a hard limit that cannot be exceeded [LS96].

2.2 Generalized Speculation and Pipeline Contraction
In this section, we introduce a generalized framework calledpipeline contraction that captures all forms of

speculation, both in the control-flow and data-flow domains. Control-flow speculation, already ubiquitous in high-

performance processors, consists of speculating on both the direction (taken vs. not taken) and the target of branch

instructions. Data-flow speculation, which is less common, consists of speculating on the specific attributes or even

values of instruction inputs and outputs. Both types of speculation can be described as attempts to contract the

instruction execution pipeline by probabilistically obtaining the semantic outcome of an instruction as early as possi-

ble. For example, in Figure 2-1, we see the semantics of a branch instruction, which without speculation would

require three pipeline stages, contracted down to one stage whenever both the target and the direction of the branch

can be correctly predicted during the fetch stage. Similarly, data speculation techniques such as value prediction

[LS96] can be used to contract execution pipelines and allow dependent instructions to execute in parallel.

The pipeline contraction framework is a useful tool for assessing the potential benefit of speculative tech-

niques by considering the following metrics: the degree of contraction that can be obtained with the proposed tech-

nique (i.e. how many pipeline stages can be folded away), the relative frequency and accuracy of these contractions,

and the delays incurred while recovering from incorrect contractions. For example, branch prediction is a very pow-

erful technique because it measures up well against all three factors: it folds away a large number of pipeline stages,

branches occur frequently and are very predictable, and recovery from mispredictions costs little or no additional

delay relative to not predicting the branches. Within this framework, value prediction can be generalized to include:

1) predicting direction and target of a branch instruction; 2) predicting source and/or destination operands of an ALU
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instruction; and 3) predicting the memory address and/or operand of a load/store instruction. The number of stages

folded away is determined by the distance (in pipe stages) between where the prediction is made and where the value

is normally produced.

2.3 Overview of the Superflow Paradigm
As shown in Figure 2-2, instruction execution can be divided into four logical stages--fetch, dispatch, exe-

cute, and commit--each taking one or more cycles. During the fetch stage, instructions are retrieved from cache or

main memory. During the dispatch stage, the instructions are decoded, their operands are renamed, and inter-instruc-

tion dependences are detected. During the execute stage, the instructions first check to see if their source operands are

available. If they are, the instructions execute and forward their own results back to subsequent instructions that

might be waiting for them. Finally, in the commit stage, instructions are allowed to write back their results into the

architected registers in program order.

Figure 2-2 also identifies the three key parameters that the Superflow paradigm seeks to maximize: instruc-

tion flow, which is the rate at which useful instructions are fetched and dispatched to the execution core; register data

flow, which is the rate at which register values become available (i.e. inter-instruction data dependences are

resolved); and memory data flow, which is the rate at which data values are stored and retrieved from data memory.

The following three sections present techniques for increasing all of these rates of flow beyond traditional limits.

Hence the name Superflow.

In our model, the width of the fetch, dispatch, and commit stages can be varied arbitrarily. The latency of the

dispatch stage is varied from one to two cycles, while the latency of the execute stage is instruction-dependent and is

summarized in Table 2-1. For the results presented in Section 3, our model assumes sufficient resources for register

renaming and out-of-order instruction execution such that execution stalls are introduced only by the fetch unit (via

insufficient instruction flow) or data dependences. In Section 4 we explore the effects of deeper pipelining and limited

execution resources by adding additional pipeline stages and restricting the total number of instructions in flight to

128. Memory renaming and store-to-load forwarding are done via a store queue, which is assumed to be sufficiently

large to hold all outstanding stores, except in Section 5, where we restrict the store queue to 128 outstanding stores.

3.0 Instruction Flow Techniques

In this section, we focus on the problem of supplying as many useful instructions as we can to the Superflow

Figure 2-1 Pipeline Contraction.Branch prediction is used to fold the dispatch and execute pipeline stages into
the fetch stage, and value prediction is used to fold the execute stage into the dispatch stage.
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execution core. Instruction supply has been a popular and important area of research for a number of years now, and

the proposed design for the Superflow instruction fetch unit borrows ideas from previously published work, but com-

bines them in a novel and effective fashion. We view instruction flow as a three-fold problem: conditional branch

throughput, taken branch throughput, and misprediction latency.

3.1 Conditional Branch Throughput
To increase conditional branch throughput to the levels required by the performance goals of the Superflow

project, we must very accurately predict the outcomes and targets of multiple conditional branches in every cycle.

Column five of Table 3-1 shows the number of dynamic instructions between conditional branches for our benchmark

set. The numbers for the SPECInt95 benchmarks are all less than ten, indicating that in order to sustain ten IPC we

must be able to correctly process more than one conditional branch per cycle. Previous work has described how to

predict multiple branches in every cycle [CMMP95,RBS96] and how to predict branches very accurately [McF93],

but not how to do both at the same time.

Previous work has shown that very accurate branch prediction requires both global and local knowledge;

Figure 2-2 Superflow Overview.The Superflow paradigm seeks to maximize instruction throughput by optimiz-
ing instruction flow, register data flow and memory data flow.

Table 2-1: Instruction Latencies

Instruction Class Issue Latency Result Latency

Integer Arithmetic and Logical 1 1

Integer Multiply 1 3

Integer Divide 1 10

Load/Store Hit/Miss 1 2/10

FP Add/Subtract/Normalize/Negate 1 3

FP Multiply/Multiply-Add 1 3

FP Divide 1 11

Branch(pred/mispred) 1 0/1
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that is, both global branch history and the address of the branch being predicted must be known to the predictor for it

to generate an accurate prediction. Columns three and four of Table 3-1 show branch misprediction rates for a

gshare(16) branch predictor [McF93], which exploits both global and local knowledge to predict branches, and a

GAg(16) predictor, which uses global knowledge only. On average, the GAg(16) predictor mispredicts 54% more

branches (4.0% vs. 2.6% per conditional branch).

Unfortunately, decoding a fetch group to obtain the addresses of multiple branches within it and then using

those addresses to predict a fetch address for the next cycle is not possible given aggressive cycle-time goals. Hence,

previous work on multiple-branch prediction (e.g. [CMMP95,RBS96]) has proposed using either local or global

knowledge only, enabling multiple predictions per cycle but significantly eroding prediction accuracy.

To solve this problem we propose a two-phase branch predictor, which combines the multiple branch predic-

tion with accurategshare branch prediction. During the first phase (fetch stage), global knowledge is used to predict

multiple branches and generate a fetch address for the next cycle, just as described in [RBS96]. During the second

phase (dispatch stage), the earlier predictions are checked via agshare predictor [McF93], which combines local and

global knowledge to generate a very accurate prediction. Hence, many of the mispredictions made in the first phase

are corrected with a latency of only one cycle.

3.2 Taken Branch Throughput
The other major obstacle to supplying enough useful instructions to the Superflow execution core consists of

taken branches. As shown in column six of Table 3-1, the average number of instructions between taken branches for

the SPECInt95 programs is below ten in all cases. Hence, in order to sustain ten instructions per cycle, the fetch unit

must be able to correctly process more than one taken branch per cycle. This is not a trivial task, since processing a

taken branch involves not just predicting its outcome and target, but also fetching instructions from the target. In

order to process multiple taken branches per cycle, instructions must be fetched from multiple targets each cycle,

implying a multiported instruction cache as well as complex logic for merging and aligning instructions from these

target addresses.

After studying various approaches for processing multiple taken branches per cycle, we opted to base the

Superflow fetch engine on an interesting new approach called trace cache [RBS96]. Trace cache is a history-based

fetch mechanism that stores dynamic instruction traces in a cache indexed by fetch address and branch outcome, and,

Figure 3-1 Superflow Instruction Fetch Unit.
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whenever it finds a suitable trace, dispatches instructions from the trace cache rather than sequential instructions from

the instruction cache. Hence, since a dynamic sequence of instructions in the trace cache can contain multiple taken

branches but is stored sequentially, there is no need to fetch from multiple targets, and hence no need for a multi-

ported instruction cache or complex merge/align logic.

Our implementation differs incrementally from that described in [RBS96] in three ways: we allow four

taken branches per cycle, rather than three; we store addresses as well as instructions in the trace cache; and our trace

cache is very large (4K entries with up to 16 traces at each entry), since we are more interested in exploring the per-

formance potential of this approach than in implementation cost trade-offs. As stated earlier, these trade-offs will be

studied in future publications.

One of the shortcomings of the trace cache as described in [RBS96] is that trace selection is governed by a

GAg global branch predictor without local knowledge, leading to a relatively large number of mispredicted branches

with long misprediction latencies. We actually found that our two-phase branch predictor with an interleaved sequen-

tial fetch mechanism [CMMP95] frequently--though not consistently--outperformed trace cache. To circumvent this

shortcoming, we integrated trace cache into our two-phase fetch unit by using the trace cache to fetch instructions and

predict multiple branches during the first phase, and then checking those predictions in the second phase with a very

accurategshare predictor. This design is summarized in Figure 3-1.

Another performance-limiting factor in previous work on trace cache is that computed branches (including

subroutine returns) are disallowed, since intermediate instruction addresses are not stored in the trace cache. We cir-

cumvent this problem by assuming that sufficient chip area is available to store both instructions and instruction

addresses in the trace cache. Note that we need these addresses anyway in order to implement the gshare branch pre-

dictor in the second phase of our fetch unit.

Figure 3-2 summarizes the performance of the instruction fetch units discussed in this section. We see that

the two-phase trace cache configuration consistently outperforms the conventional trace cache as well as the two-

phase interleaved sequential configuration [CMMP95]. Interestingly enough, we see that for the SPECINT95 bench-

marks at a fetch width of 32 instructions, conventional trace cache actually performs no better than the two-phase

Table 3-1: Benchmark set.We use complete user-state execution traces of the SPEC95 integer and floating

point benchmarks in all of our experiments, compiled at full optimization with GCC 2.7.2 and G77 0.5.18 for the

PowerPC instruction set.

Bench
mark

Run
Length

gshare(16)
 Mispred

GAg(16)
Mispred

Instr/
Cond Br

Instr/
Taken Br

Constant
Loads

Aliased
Loads

Alias
Predicted

099.go 79.6M 15.5% 17.3% 7.2 9.3 6.7% 5.8% 4.1%

124.m88ksim 107.0M 2.8% 3.6% 7.0 7.5 24.0% 7.3% 6.8%

126.gcc 181.8M 6.4% 7.9% 8.9 7.2 7.9% 28.3% 19.9%

129.compress 39.7M 6.2% 6.2% 8.3 9.1 14.8% 23.9% 20.0%

130.li 56.8M 3.1% 4.3% 6.7 8.1 10.7% 28.8% 23.4%

132.ijpeg 92.1M 3.1% 4.3% 6.1 5.4 5.0% 11.2% 8.2%

134.perl 50.1M 3.0% 5.2% 7.8 8.4 9.9% 20.1% 17.7%

147.vortex 153.1M 0.8% 1.8% 6.1 6.7 16.2% 25.4% 19.5%

101.tomcatv 47.2M 1.4% 2.1% 6.0 6.5 12.5% 23.6% 21.6%

102.swim 38.8M 1.9% 2.8% 25.4 23.7 8.0% 5.8% 5.3%

107.mgrid 111.0M 2.6% 3.1% 49.4 53.8 12.9% 0.4% 0.3$

110.applu 38.5M 2.4% 4.0% 19.6 28.2 18.3% 7.2% 5.7%

141.apsi 159.0M 9.0% 10.2% 12.5 15.2 14.7% 14.6% 10.1%

145.fpppp 50.0M 12.5% 13.1% 20.6 28.1 5.7% 35.7% 8.0%

Total/HM 1,204.6M 2.6% 4.0% 9.2 9.9 9.9% 3.9% 3.0%
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interleaved sequential configuration. We attribute this behavior to the relatively worse branch prediction accuracy of

the GAg(16) predictor used in the conventional trace cache.

3.3 Misprediction Latency
Our two-phase branch predictor accurately predicts most branches, and quickly corrects those branches

which are mispredicted in the first phase but correctly predicted in the second phase, hence reducing average mispre-

diction latency. However, the latency of the remaining mispredictions must also be minimized. To do so, we employ

a set of aggressively speculative techniques in the Superflow execution core. These techniques are detailed in Section

4 and Section 5, and very effectively reduce misprediction penalties to produce the performance results shown in Fig-

ure 3-3. From these results, we can see that we are getting close to our stated goal of sustaining 10 IPC for integer

programs, but aren’t quite there yet.

Figure 3-2 Instruction Fetch Unit Performance. The harmonic mean sustained IPC for various fetch widths is
shown for our two-phase trace cache (labeled 2-phase TC), ordinary trace cache (labeled GAg(16) TC), and two-
phase interleaved sequential fetching (labeled 2-phase IS) for both integer and floating point benchmarks.

Figure 3-3 Superflow Instruction Fetch Unit Performance.The harmonic mean sustained IPC for various fetch
widths is shown for our two-phase trace cache with the Superflow execution core (labeled 2/TC + Superflow) and
with an ordinary execution core (labeled 2/TC), and two-phase interleaved sequential fetching with the Superflow
execution core (labeled IS+Superflow), for both integer and floating point benchmarks.
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4.0 Register Data Flow Techniques

In this section, we describe a number of techniques used in the Superflow architecture to facilitate fast and

efficient processing of ALU instructions. There are two fundamental goals that the Superflow execution core strives

for in order to increase instruction throughput. First of all, it must efficiently detect and resolve inter-instruction

dependences. Second, it must eliminate or bypass as many dependences as it can in order to expose more parallelism

between instructions.

4.1 Dependence Detection and Prediction
Detecting control and data dependences among multiple instructions in flight is an inherently sequential task

that becomes very expensive combinatorially as the number of concurrent in-flight instructions increases. Further-

more, wide (i.e. greater than four) dispatch is difficult to implement and has adverse impact on cycle time because all

instructions in a dispatch group must be simultaneously cross-checked. This problem is effectively addressed in

[LS97] by pipelining dependence checking to alleviate cycle-time demands and proposingdependence prediction, a

speculative technique that can frequently short-circuit pipelined multi-cycle dispatch by predicting the dependence

relationships between instructions in flight and speculatively allowing instructions that are predicted to be data ready

to execute in parallel with exact dependence checking. The Superflow execution core adopts this technique to help

overcome the latency cost of pipelined dispatch and facilitate the implementation of wide-dispatch processors, and

also extends it to predict and short-circuit store-to-load dependences with a technique calledalias prediction, as dis-

cussed in Section 5.1.

4.2 Eliminating Dependences
The Superflow architecture employs conventional, well-understood techniques such as register and memory

renaming to eliminate false dependences between instructions. However, it advances well beyond the limits imposed

by true dependences by employingsource operand value prediction [LS97] andload value prediction [LWS96] to

fold away multiple pipeline stages and eliminate true dependences between instructions. Source operand value pre-

diction uses dynamic value history information that is stored per static program instruction to predict future values of

that instruction’s source operands. In the Superflow architecture, the accuracy of source operand value prediction is

improved beyond previously reported levels by extending it to include value stride prediction [MG97]. In value stride

prediction, a dynamic hardware mechanism detects constant strides in operand values and uses those strides to predict

future values. Furthermore, the Superflow paradigm is the first to combine source operand value prediction with load

value prediction to eliminate even more true dependences than reported in previous work on value prediction

[LWS96,LS96,LS97,WSM96,MG97].

In order to evaluate the efficacy of dependence prediction and the various flavors of value prediction, we

collected simulation results for two machine models with fetch widths of 4, 8, 16 and 32, both with and without the

latency-reducing Superflow execution core. Specifically, we are interested in alleviating the detrimental effects of

deep pipelining of instruction dispatch (dependence detection) and result forwarding. A recent circuit design study

[PJS97] indicates that forwarding paths are likely to become a critical cycle-time bottleneck in wide-issue supersca-

lars. Hence, we model the performance effect of pipelining result forwarding so that each result takes an extra cycle

to reach its consumers. The short pipeline model (labeledshort pipe in Figure 4-1 and Figure 4-2) has single-cycle

dispatch and no result forwarding delay, while the deep pipeline model (labeleddeep pipe in Figure 4-1 and Figure 4-

2) has two-cycle dispatch and a one cycle result forwarding delay between any two data-dependent instructions.

We consider the results for our deeply pipelined model as more of a lower bound on Superflow performance,

since it is quite likely that techniques such as dependence-based clustering [PJS97], which places dependent instruc-

tions within a tightly coupled cluster of functional units to avoid expensive inter-cluster result forwarding, can be
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used to eliminate many of the forwarding delays that we pessimistically account for in our model.

Our results for short and deep pipelines are summarized in Figure 4-1 for the SPECInt95 and SPECFP95

benchmarks. Clearly, the IPC penalty of adding an extra cycle to both dispatch and result forwarding in the deep pipe-

line model is severe. Fortunately, the Superflow core’s speculative techniques for hiding latency are quite effective at

reducing the effects of this latency. In fact, the performance of a deeply pipelined Superflow core closely matches the

performance of a conventional core with a short pipeline.

We also explore the effect of a constrained instruction window by fixing the number of reorder buffer

entries, hence limiting the total number of instructions in flight. We choose a reorder buffer size of 128, since that is a

convenient number and is sufficiently larger (but not unrealistically so) than the reorder buffers of current-generation

microprocessors (the HP PA-8000 and DEC AXP 21264 allow up to 56 and 64 instructions in flight, respectively).

The results for a fetch width of 16 instructions are shown in Figure 4-2, and reveal that a constrained reorder buffer

with the short pipeline reduces performance by only 6% and 7% for integer and floating point, respectively. Further-

more, even with a fixed-size reorder buffer, a deeply pipelined Superflow core can very nearly match--and in some

cases exceed--the performance of a conventional core with a short pipeline.

5.0 Memory Data Flow Techniques

In this section, we focus on the problems of minimizing average memory latency and providing adequate

memory bandwidth for supporting the performance targets of the Superflow architecture. To reduce average memory

latency, we incorporate load value prediction [LWS96], address prediction, and alias prediction into the Superflow

execution core. To provide adequate load instruction throughput, we introduceload stream partitioning, a divide-and-

Figure 4-1 Effect of Deep Pipelining. The harmonic mean sustained IPC for various fetch widths is shown for
short and deep pipelines both with and without the latency-reducing Superflow execution core.
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conquer strategy for reducing the cost and complexity of a high-bandwidth memory system.

5.1 Memory Latency
Memory latency is a severe bottleneck to processor performance, and is caused by three factors: address-

generation interlocks, which delay the initiation of a fetch from memory because the address is unknown; the latency

of accessing the storage device itself (on- or off-chip cache or main memory), and queueing delays caused by conten-

tion for shared resources in the memory subsystem. We propose techniques to address the first two factors here, but

defer discussion of queueing delays to Section 5.2, since they are caused by insufficient memory bandwidth.

We eliminate many address-generation interlocks by speculatively predicting the addresses of loads before

they have been generated. Previous work on address prediction is largely subsumed by Superflow’s source operand

value prediction, which incorporates stride prediction [MG97] for detecting and predicting constant-stride memory

addresses.

Address-generation interlocks also cause a secondary problem. When load addresses are unknown, it is

seemingly impossible to detect the existence of an alias with an earlier outstanding store. To alleviate this problem,

we proposealias prediction, a logical extension to the register dependence prediction technique outlined in [LS97].

Rather than predicting the dependence distance to a preceding register write, we predict the dependence distance (if

any) to a preceding store. The predicted distance is then used to obtain the load value from that offset in the proces-

sor’s store queue, which holds outstanding stores. Note that for this speculative forwarding to occur, neither the load

nor the store need to have their addresses available yet, allowing us to bypass address generation entirely. This

Figure 4-2 Effect of Finite Reorder Buffer. The sustained IPC for a fetch width of sixteen and a reorder buffer of
size 128 is shown for short and deep pipelines both with and without the Superflow execution core (+SF). The IPC
for a short pipeline with an infinite reorder buffer is included for reference (Short Pipe+SF).
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approach is quite effective, as shown in column nine of Table 3-1, which shows the number of loads that had their

store aliases correctly predicted by alias prediction.

The latency of the storage device itself can be folded away by performing load value prediction, which uses

a per-static-load value history to predict future values, and can frequently produce the value to be loaded when the

load instruction is dispatched, in effect implementing a zero-cycle load [LWS96].

5.2 Memory Bandwidth
At first glance, providing adequate memory bandwidth to support the performance goals of the Superflow

architecture appears a daunting task. After all, since roughly 40% of all instructions are loads and stores, and Super-

flow expects to sustain 10 IPC, the memory subsystem must provide average bandwidth of four references per cycle,

to say nothing of the peak bandwidth required to prevent excessive queueing delays. However, several factors and

techniques lend significant relief to this difficult problem.

First of all, recent discoveries indicate that the reuse distances of many stored values are very short [HS96].

In fact, our simulations show that many stores do not even make it out of the store queue before their values are

needed again. Hence, the loads retrieving these values do not require a cache port. Second, a technique calledcon-

stant promotion, introduced in [LWS96] along with load value prediction, can be used to fold away the actual mem-

ory accesses normally performed by load instructions. Constant promotion essentially provides a hardware

mechanism that guarantees that the value prediction generated via load value prediction is correct, and need not be

checked against an actual memory reference. It does so by keeping the load value prediction table coherent with main

memory by monitoring all intervening stores between a load value prediction table update and lookup, and invalidat-

ing any entries modified by such stores.

These two observations lead us to introduce the notion ofload stream partitioning, illustrated in Figure 5-1,

which simply partitions loads into multiple streams based on their behavior and sends them to disjoint functional

units for processing. This approach facilitates the implementation of high-bandwidth memory systems by eliminating

the need for large, centrally-located, and extremely multiported data caches. Columns 7 and 8 in Table 3-1 on page 5

show the percentage of dynamic loads that can be partitioned to the constant verification unit (column 7) and to load/

store folding in the store queue (column 8), and hence do not need a data cache port in order to execute.

To evaluate the ability of the Superflow architecture to tolerate and eke respectable performance out of

memory systems with realistic latencies and limited bandwidth, we simulated several memory system configurations

in conjunction with ashort pipe Superflow execution core with a fetch width of 16, a 128-entry reorder buffer, 64K 4-

way set associative data and instruction caches with 10-cycle miss delay to a perfect second-level cache, and a 128-

Figure 5-1 Load Stream Partitioning.

Load
Stream

Constant Verification Unit

Load/Store Folding (Store Queue)

Stream Buffer/Prefetch Engine

Conventional Data Cache



Page 13 of 15

February 5, 1997.  Submitted to Computer. Do not distribute.

entry fully-associative store queue. Performance results are shown in Figure 5-2 for an unlimited number of cache

ports, 8 cache ports, 4 cache ports, and 2 cache ports. Results for a model with perfect cache and an unlimited store

queue are also included for reference. Each stacked bar reflects the additional IPC harvested by adding an additional

speculative technique (value prediction, load value prediction, and alias prediction) to the machine model. The results

indicate that the floating point benchmarks are considerably more sensitive to memory system latency and bandwidth,

but that both sets of benchmarks perform quite well, sustaining harmonic mean IPC of 6.7 and 9.0 for integer and

floating point, respectively. An interesting phenomenon shows up with a number of benchmarks (perl, vortex, swim,

mgrid, applu, fpppp), where queueing delays for limited cache ports actually improve performance by forcing stores

to remain in the store queue longer and enabling alias prediction and store forwarding to prevent loads from consum-

ing actual cache port slots.

6.0 Comparison With Other Paradigms

The key question many computer architecture researchers are asking is “what is beyond current superscalars

for single-chip processor design?” There is not one obvious answer to this question; there are a number of possibili-

ties including:

1. Wide superscalars for traditional vector processing.

Figure 5-2 Effect of Constrained Memory Bandwidth.The sustained IPC for a fetch width of sixteen and a
reorder buffer size of 128 is shown for various memory configurations. The first bar shows IPC for a perfect cache
with unlimited ports and an infinite store queue. The second bar shows IPC for a 64K data cache with unlimited
ports, and a 128-entry store queue. The third, fourth, and fifth bars show the previous configuration, but with eight,
four, and two cache ports, respectively. Each stacked bar shows cumulative IPC attainable beyond the conven-
tional baseline model (No SF) with value prediction (+VP), with load value prediction (+LVP), and with alias pre-
diction (+AP).
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2. Wide specialized VLIW machines for multimedia applications.

3. Wide simultaneous multi-threaded uniprocessors (SMT).

4. Single-chip symmetric multiprocessors (SMP).

5. Memory-centric computing engines (IRAM).

Based on current microarchitecture techniques, a very wide (> 8 instructions) superscalar for general-pur-

pose computing cannot be justified due to the severe diminishing return of additional performance. However for tra-

ditional numerical computations, high enough levels of ILP can be harvested to keep machine utilization high. These

wide superscalar processors will resemble classical vector machines except implemented on a single chip.

Specialized VLIW’s for multimedia applications, e.g. video signal processing, are emerging. These are stat-

ically controlled wide machines capable of tremendous computing throughput on specialized applications. These pro-

cessors can be very wide and yet quite fast and inexpensive. However, having powerful compilers is essential since

for each new implementation, recompilation of the application is necessary. Our view is that both single-chip vector

machines and specialized wide VLIW engines are really special-purpose processors for specific application domains.

Superscalar uniprocessors capable of supporting multiple machine contexts, or simultaneous multithreaded

(SMT) processors, have received a great deal of attention in published literature. These machines attempt to increase

the throughput of a multiprogrammed workload or reduce the latency of a multithreaded program. In both cases the

goal is to achieve higher utilization of the resources in a wide machine. We view SMT as a niche technique. For mul-

tiprogrammed workloads it faces challenge from SMP’s; for multithreaded programs it depends on the wide-spread

presence of multithreaded applications. Our recent study indicates that the silicon overhead for implementing SMT is

higher than in published papers and the overhead for executing non-multithreaded applications can be severe.

Single-chip symmetric multiprocessors (SMP) are very realistic and will likely be very economical ways of

harvesting both fine-grained and coarse-grained parallelism. We believe that single-chip small-scale SMPs will

become quite common and many high-end desktop systems will actually employ such chips. It is not clear, however,

what interesting research problems are there to solve in this domain. In any case, we view both SMT and SMP

approaches as orthogonal to and quite compatible with our Superflow paradigm. Superflow uniprocessors can be

effectively used as building blocks for both of these approaches.

It is still not clear where the memory-centric computing engines as exemplified by IRAM are headed. The

view of “moving CPU to the memory” is somewhat artificial. It is true that there are obvious advantages of integrat-

ing DRAM technology and logic on the same chip. Again, we view this approach as not necessarily mutually compet-

itive with Superflow and can potentially be compatible and synergistic with our ideas.

7.0 Current Status and Future Directions

Based on our preliminary experimental results on the Superflow paradigm, we believe that it is a very prom-

ising path to take in developing new microprocessors for the first decade of A.D. 2000. To date, we have shown that

speculative techniques that leverage the weak dependence model can be used to significantly increase the rates of

instruction flow, register data flow, and memory data flow to the point where sustaining 10 IPC for integer programs

appears possible. We are currently exploring the techniques proposed in this paper in greater depth with more exten-

sive and accurate simulations. The next phase of our effort will be to move these ideas towards implementation and

produce a Superflow prototype after extensive implementation trade-off studies. Simulation models of the prototype

that can provide performance accuracy down to the machine cycle level will be developed. We also plan on doing

some trial circuit design of the timing-critical pieces of the prototype to estimate the chip complexity and machine

cycle time.
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